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As most of you know, the first part of our process is to collect data from our source
agency – in most cases this involves an analyst going to the source agency to pick up
an iron key, or an encrypted password-protected CD.
For IRD, we have a business-to-business link instead.
The data then gets loaded into our data folders at Statistics NZ, in time for us to do
all of our quality checks and other things before the appropriate refresh.
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After we have the data on hand, we do a lot of cleaning and standardising. This slide
shows you the steps we take, which we’ll talk about in detail next. We’ll use Ministry
of Health data as an example.
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The first thing we do after getting the data is validate it.
In validation, we want to check that all the variables are in the right order, the right
format, and that minimum and maximum values make sense – as well as other
logical tests.
This image here is an example of what our validation looks like. As you can see. we
have rules set up to test each variable separately. You’ll be able to see that we do
things like check that dates are within expected ranges. We know that often there
are issues with data in terms of things like this – it’s the real world, and admin data is
inherently messy – but testing things like this lets us keep track of how often these
errors occur, and so if in one refresh we see a large spike in numbers, we’ll know
something weird has happened.
You’ll notice that we also check that there aren’t duplicate rows unless expected, as
well as the length of values, and the order of the variables.
If the data critically fails any of these tests, we go back to the data supplier for a resupply before continuing.
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After we’ve confirmed that we’ve got all the data, and in formats that match the
MoU we have with the source agency, we start the process of loading the data into
SQL.
During this time we do further quality checks to make sure the correct number of
rows and columns have been loaded.
After loading, the first thing that happens is the encryption of unique identifiers – in
the case of Health, this is the NHI. These are encrypted to create the SNZ_MoH_UID,
and the NHI numbers are removed from the dataset at this point.

It’s at this point where we do other standardising. This includes text treatment. An
example of this is where, before linking, we remove text in the name columns that
we are pretty certain are not actual names – this could be things like a first name of
‘Deceased’ for example.
We also: standardise ethnicity variables so that they are all at the same level,
standardise sex codes by changing from male and female, and all the variants of
those, to a 1 or 2 variable.
We also format dates to allow for better linking. Eventually we also change dates
from day-month-year formats, to a single month column, and a separate year
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column – getting rid of day data, to add an extra bit of confidentiality by providing an
extra level of fuzziness.
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Resolving identities is the final step before creating what we call a master table – this
is what the Statistical Methods team uses for linking.
We want our master table to have every person for linking represented only once to
avoid duplicates.
This is where de-duplication and cross-referencing come in to the process.
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We hope that the link is indeed a match, with the hope being measured as the
probability.
Conversationally, we might use the word ‘match’ and ‘link’ interchangeably, but as
with most topics, there is specific meaning to the terminology, so from now on we
will use ‘link’ to describe the outcome of the linking process.
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There are other types of linking as well, but the two main ones used at Statistics NZ
are exact and probabilistic linking.
1. Exact matching is where there is an identifying variable in common. This is also
known as simply ‘merging’. You can do this in SAS, SQL, and Excel.
Very nice and easy, and this is how we link our business surveys (on IRD number).
Being able to do it this way is nice, and certainly makes things a lot simpler. Requires
unique identifiers with full coverage and high quality on both datasets.
However some datasets don’t fit the criteria of having full-coverage, high-quality
unique identifiers; in these scenarios we use probabilistic linking.
2. When the datasets have overlapping people and variables (e.g. name, sex, date
of birth) we assess a pair of records and assign them a probability of belonging to
the same person.
This is probabilistic linking.
At Statistics NZ we sometimes use a combination of exact and probabilistic linking.
For the rest of this presentation we will be talking specifically about probabilistic
linking.
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If we have a pair of records we compare them, variable by variable, and for each
variable we decide if the two values are the same, similar, or different.
We can take into account errors (the quality of the variable) and the frequency or
commonality of values.
For example, date of birth typically has high quality, while the commonality of a
name such as Smith is quite high.
We then come up with a number to express how similar or dissimilar they are, and
then combine those values to determine the overall probability that the two records
belong to the same person.
We do this for all the record pairings, and then we take the pairing with the highest
probability, and declare those two records to belong to the same person.
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There are two types of probabilistic methods that we apply: one-to-one linking and
many-to-one linking.
First, one-to-one.
Taking a node linking to the spine as an example:
When we know the data is of high quality and doesn’t contain duplicates that
haven’t been identified by the source agency, we use this approach.
It means that only one row from dataset A can link to one row from dataset B. That
is, once a row has linked it cannot link again, it is removed from the set of records
that is available for linking.
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Now looking at many-to-one linking. Again, taking the node to spine as a linking
example.
When we suspect that one dataset has duplicates we use this approach as it means
that, for example, multiple people from the node (e.g. in education data) can link to
a single person from the spine.
In the case of many-to-one linking we resolve duplicates like the three education
records shown so that this represents just one person in the final set of links that are
available to researchers.
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When we link two datasets, a large amount of comparisons are required, comparing
all the records in one dataset with all the records in the other dataset.
To reduce this we use blocking variables.
An example is year of birth: if we block on year of birth, only the records on both
datasets with the same year of birth will be compared.
An obvious consequence of this is that if the value of the blocking variable is wrong
or missing, then the record won’t be compared properly as it won’t go into the block
for comparison.
We get around this by wrapping the set of blocking and linking variables up into a
pass and then having multiple passes varying the blocking variables to ensure we do
not miss out on any links.
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This is a screenshot from QualityStage, showing that birth date has been selected as
a blocking variable in this pass. QualityStage allows you to select any variables for
blocking and multiple variables.
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This is a screenshot from QualityStage, showing how the linking variables are
selected.
QualityStage allows you to select variables, the comparison function, and m and u
probabilities.
These will be explained later.
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There are multiple passes, to account for changing blocking variables, or different
ways you want to compare records.
The value of the final passes can depend on the purpose of the linking. If we only get
a small number of links it may not be efficient, on the other hand,
if we require low false positive and false negatives in the spine for example, we place
higher value on these final passes.
After a reasonable set of passes, the residuals are examined to see if any more links
can be squeezed from them.
If so, add another pass which is often specific to the particular data that you are
linking.
If not, then you are done.
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This is an example of a typical set of passes.
The first pass blocks on date of birth and links on names and sex.
The second pass allows for errors in date of birth and blocks on Soundex while
linking on names, sex, and date of birth.
We split into year, month, and day of birth when we link in pass 3 as this adds more
distinguishing power to the variables, rather than using just one date-of-birth string.
Using it as one variable allows less difference.
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However, if you have a unique identifier then we add a different first pass, where we
block on this unique identifier (e.g. IRD number).
Followed by the 2 passes that I have just shown you.
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Sometimes we have extra passes that pick up some special cases like in IR Visas.
As we have a range of nationalities in the Visa data, the name information can be
quite different from some of the other datasets.
Different countries can swap their names around, to counter this we added a pass
that linked IR first with Visa last name and vice versa.
We picked up an additional 0.3% / 5,000 links, which was deemed worthy for this
purpose which was creating the spine of the IDI.
In MOE data we have low-quality name information pre-2003; often only the first
four letters of a surname is available and sometimes the first initials as well.
This special pass is used to pick up these links, where we derive last name truncated
in the spine to allow linking with these records on MOE.
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Let’s imagine we are trying to decide between two Health records that could link to a
spine record. We’re doing pass 1 where they all have the same date of birth – they’re
in the same block.
It’s not clear which one is right. Perhaps Health record A is missing a middle name
and mistyped the sex column.
Or perhaps Claire got married and changed her last name and Health record B
should link.
We are doing one-to-one linking, so assuming there are no duplicates in the Health
linking, we need a method to decide which is the best link.
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This brings us to the Fellegi-Sunter model, which gives us a way of scoring how well
two records match (across multiple linking variables). This method relies on two
‘simple’ parameters.
Here we are calculating how much weight the match or non-match for each variable
contributes or takes away from the overall score for that record pair.
Fellegi-Sunter probabilistic linking allows us to combine the agree/disagree results
for the individual variables into an overall score for every record pair.
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We can only set an m probability per linking variable per pass – in reality we may
want different m probabilities depending on the characteristics of the person, e.g.
maybe surnames for females we would want a lower m probability as they are more
likely to change their name when they marry? We wouldn’t want to punish surname
non-matches as strongly for females as we would for males for this reason.
To create our m probabilities we look at previous linking files if we have them and
look at how many of the links had matching values for each variable to assess the
quality of the variables.
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The more common a value, the less strongly we feel about a link on that value –
therefore it gets a lower agreement weight.
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QualityStage creates its own u probabilities based on the input data and it varies
depending on the value.
When we read in the data from SQL we create a frequency file for the top 100,000
values in each variable – for these most-common values a different u probability will
be used to create the weights.
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This is most useful for names and giving very common names less weight if they
match.
One investigation where we looked into it, we found John was getting over one-third
of the default agreement weight because of the commonality of the name (it was
the most common name in the dataset).
This is good – we should be more sure of unique names and they should be given a
higher weight.
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Often we have first and middle names in datasets; as well as that, if multiple tables
have different names for the same person we will combine them all together in the
table we use for linking.
Disagreement weights are calculated in a similar method.
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We’ve shown how we get the agreement weight for a certain variable – but how
should QualityStage decide whether to give the agreement or disagreement weight?
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Carlo v Carol we might not want to be given the agreement weight – or we may,
depending on whether we believe it is a spelling mistake or a different name. We
would hope if it was given the agreement weight other variables would differentiate
Carlo and Carol (e.g. sex).
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This is used where we don’t want to allow for spelling mistakes and there is no
reason for multiple values on either side.
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This shows how the two mult comparison functions give a proportion of the weight
when different numbers of names are on each side.
Char has to be exactly the same to get agreement weight
The reason we use mult-uncert for names instead of mult-exact isn’t about the
multiple names, but the spelling differences it allows.
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If one record has multiple links above the cut-off, the one with the highest weight
will be accepted in one-to-one linking
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A reminder of the example we started with – how to decide between these two
possible links to the spine.
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We will go through an actual calculation to demonstrate this.
Here we will look at the last name variables.
Say the m probability for last names in this datasets is 0.8 and the u probability for
PARKER is 0.005.
Agreement: Log (base2) 0.8/0.005 = +7.32
Disagreement: Log (base2) 1-0.8/1-0.005 = -2.31
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We do this for each variable. Say the agreement weight of Claire Mary was 8.81. That
means Health record B gets that whole weight and Health record A gets half that
weight (4.41).
We conclude Health record B is the better link – although we can see if we left sex
out of the comparison or Health record A also included the Mary middle name we
would have picked record A.
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We look at the variables name and date of birth, as these are typically common to all
datasets and we want to keep our definition generic and applicable to all datasets.
We are quite conservative with the definition of near exact because we assume that
these links are true matches. All other links are then the non-exact links and eligible
to be checked for false positives.
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This graph shows an example of a distribution of the near- and non-exact links we
use to decide on a cut-off point.
We look at some of the bigger groups of non-exact but usually we hope there is a
pretty clear drop-off from near-exact to non-exact at some stage.
In this case the non-exacts occur up to a weight of 6, so our cut-off is 7. We accept
any link from this pass with a weight of at least 7.
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Once we have cut-offs for each pass we have a set of links.
We then want to look at why we didn’t link 100% of the node (Health) to the spine.
An obvious factor to check why records didn’t link are missing values – missing
names or dates of birth mean we are most likely not going to link a record.
Bias analysis is just checking the link rates of different types of people.
If we find differences in characteristics we would look into how we could get them to
link.
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The link rate for residents is almost 90%.
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When a new population is added which a) is large enough and b) we think is
different enough from the population already included, we will look again at the cutoffs and see if any of them need to be changed.
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